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摘要

摘要

从卷积神经网络到大语言模型（LLMs），深度神经网络（DNNs）因其卓越的性能
和高昂的训练成本已成为高价值知识产权。训练前沿模型需要海量数据集与庞大的计

算资源，成本常高达数亿美元。因此，神经网络模型已成为核心竞争资产。随着模型价

值不断提升，未经授权的复用行为也愈发猖獗，例如通过 API查询实施模型提取、未
经许可的商业部署等。除了模型资产保护外，现代人工智能的生成特性也带来了日益

严峻的治理挑战。与判别式模型不同，生成式模型可生成高保真内容并融入现实场景

服务，引发了内容溯源、责任界定与合规约束等关键问题。上述变革共同要求构建可

信人工智能生命周期，在现代部署场景下实现知识产权保护与输出规制的协同结合。

然而，建立可信人工智能生命周期仍存在显著技术难题。一方面，知识产权保护

在实际部署中面临两大核心挑战：第一，现实纠纷多为黑盒访问场景，且侵权行为常

涉及跨架构、跨任务的异构复用，现有技术大多假设具备特权访问权限且为同构复用，

适用性受限；第二，可扩展性问题成为大语言模型落地的重要障碍，传统基于训练的

所有权保护方法在小模型中效果显著，但应用于大语言模型时成本急剧攀升。另一方

面，输出规制存在两大现实难题：第一，溯源审计通常要求用户披露输入内容，而输入

可能包含敏感信息，进而引发隐私泄露风险；第二，施加严格的结构性约束会降低下

游应用效用，生成内容虽合规却重复冗余、实用价值不足。鉴于此，本文从知识产权

保护与输出规制两大互补维度推进可信人工智能研究，提出了黑盒复用识别、高效鲁

棒的模型水印、隐私保护溯源审计以及增强多样性的约束感知生成等技术。

论文第一部分通过指纹框架解决黑盒复用识别问题。现有方法大多通过梯度优化

构建探测输入，因此需要白盒访问权限。而在现实纠纷中，受保护模型仅通过 API对
外开放，无法获取梯度信息。此外，现代侵权行为常涉及异构复用，即侵权模型变更

架构或适配相关任务，导致依赖架构的指纹无法比对。针对上述问题，本文提出基于

神经元功能分析的模型复用检测方法NFARD。该方法利用神经元功能刻画模型在复用
过程中保留的行为特征，该特征可通过标准测试样本估算，无需对抗扰动与梯度访问，

能够在黑盒场景下实现可靠比对。本文进一步引入表征对齐技术，将特征映射至统一

空间以应对异构复用问题。实验结果表明，NFARD可在黑盒访问场景下精准识别模型
复用，且能检测出现有方法无法识别的异构复用案例。

论文第二部分解决大语言模型所有权保护的可扩展性难题。基于训练的水印方法

适用于小模型，但应用于大语言模型时成本过高。水印嵌入可能降低模型性能，恢复

性能通常需要额外微调，进而消耗大量数据与算力。无训练的基于置换的方案虽提升

I



北京大学博士学位论文

了可扩展性，但易遭受自适应移除与伪造攻击。为弥补该缺陷，本文提出一种无训练

白盒水印方案，将功能保留的权重置换与纠错编码相结合。利用广义里德–所罗门码对
模型标识进行编码，将码字映射为结构化置换序列，通过增加冗余提升篡改检测能力

并实现可靠恢复。该方案在保留模型性能的同时，实现水印的高效嵌入与提取，在不

损失大语言模型实用性的前提下，增强了对水印移除、伪造等自适应攻击的鲁棒性。

论文第三部分通过可验证不经意文本水印协议 VOW实现输出溯源审计。服务审
计需要验证 API响应源自声称的高端模型，以此检测模型降级与服务等级协议（SLA）
违约行为。现有文本水印方案无法满足该场景的实际部署需求：对称式设计通常要求

用户披露敏感明文以完成检测，侵害用户隐私；公开可验证方案则通常需要长文本，对

短输出内容不适用。为解决上述局限，本文将水印检测重构为安全两方计算问题，由

服务方持有密钥，用户持有私有文本。引入可验证不经意伪随机函数（VOPRF），实现
基于密钥的词汇划分，且不泄露双方的输入信息。该协议可返回检测结果与密码学可

验证证明，支持用户在本地验证结果正确性。通过工程优化，VOW可适用于短文本场
景，同时具备可验证性与隐私保障。

论文第四部分针对结构性约束下的熵塌缩问题，优化约束感知生成技术。结构化

生成通过过滤无效令牌保证内容严格合规，但会重塑生成分布，导致熵值急剧下降，概

率集中于常规生成路径。最终生成内容虽语法有效却重复单一，降低了覆盖度敏感型

下游应用的效用。为缓解该问题，本文提出一种历史感知引导方法，在保证严格合规的

前提下提升生成多样性。该方法监测解码过程中的自动机状态与转移情况，利用路径

信息鼓励探索较少访问的有效路径。为避免无效探索、保证生成质量，本文引入循环

惩罚机制抑制循环生成，并通过动态范围调整机制校准不同生成阶段的引导强度。与

标准结构化生成相比，该方法在保持解码效率的同时，提升了结构覆盖度与内容多样

性。

综上，本文提出可部署的技术方案，在现代部署约束下协同实现深度神经网络的知

识产权保护与输出规制。本文构建了 API受限场景下未经授权复用的识别机制，以及
大语言模型中所有权信号的鲁棒嵌入方法；实现了隐私保护的输出溯源审计验证，在

保证结构性约束的同时避免丧失生成多样性。上述贡献推动了可信人工智能生命周期

的构建，同时保留了模型性能与实际应用效率。

关键词：深度神经网络，模型复用识别，模型水印，文本水印，约束感知生成
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ABSTRACT

Intellectual Property Protection and Output Regulation
for Deep Neural Networks

Xiaokun Luan (Applied Mathematics Major)
Supervised by Prof. Meng Sun

ABSTRACT

Deep Neural Networks (DNNs), from Convolutional Neural Networks to Large Lan-
guage Models (LLMs), have become high-value intellectual property due to their excep-
tional capabilities and substantial training costs. Training state-of-the-art models requires
massive datasets and significant computational resources, with costs often reaching hun-
dreds of millions of dollars. Consequently, DNN models have become core competitive
assets. As model value grows, so do the incentives for unauthorized reuse, such as model
extraction via API queries and unlicensed commercial deployment. Beyond protecting
model assets, the generative nature of modern AI introduces growing governance chal-
lenges. Unlike discriminative models, generative models produce high-fidelity content in-
tegrated into real-world services, raising critical questions of provenance, accountability,
and compliance with constraints. Together, these shifts call for a trustworthy AI lifecycle
that couples IP protection with output regulation across modern deployment settings.

However, establishing such a lifecycle remains technically challenging. On the one
hand, IP protection faces two key challenges in practical deployments. First, real-world
disputes often involve black-box access and heterogeneous reuse across architectures and
tasks. This limits the applicability of most existing techniques, which assume privileged
access and homogeneous reuse. Second, scalability remains a barrier for LLMs. Training-
based ownership protection can be effective for smaller models but becomes increasingly
costly at LLM scale. On the other hand, output regulation raises two practical challenges.
First, provenance auditing often requires users to disclose their inputs, whichmay contain
sensitive information and raise privacy concerns. Second, enforcing strict structural con-
straints can reduce downstream utility, producing outputs that are valid but repetitive and
less useful. Therefore, this thesis advances trustworthy AI from two complementary per-
spectives: IP protection and output regulation. It develops techniques for black-box reuse
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identification, efficient and robust model watermarking, privacy-preserving provenance
auditing, and diversity-enhanced constraint-aware generation.

The first part of the thesis addresses black-box reuse identification through a finger-
printing framework. Existing methods typically construct probe inputs through gradient-
based optimization and thus require white-box access. In realistic disputes, the protected
model is often exposed only via an API, making gradient queries infeasible. Moreover,
modern infringement frequently involves heterogeneous reuse, where the suspect model
changes architecture or adapts to related tasks, rendering architecture-dependent finger-
prints incomparable. To address these challenges, we propose NFARD, a model reuse
detector based on neuron functionality analysis. NFARD exploits neuron functionality to
characterize model behavior that is preserved under reuse. The characterization is esti-
mated from standard test inputs without adversarial perturbation or gradient access, en-
abling reliable comparison in black-box settings. We further introduce a representation
alignment technique that maps characterizations into a common space to handle hetero-
geneous reuse. Experiments show that NFARD achieves accurate reuse identification un-
der black-box access and detects heterogeneous reuse cases that prior methods miss.

The second part of the thesis addresses the scalability challenge of ownership protec-
tion for LLMs. Training-based watermarking can be effective for smaller models, but its
cost becomes prohibitive at LLM scale. Watermark insertion may reduce model utility,
and restoring performance typically requires additional fine-tuning with substantial data
and compute. Training-free permutation-based schemes improve scalability, but can be
vulnerable to adaptive removal or forgery. To bridge this gap, we propose a training-free
white-box watermarking scheme that combines functionality-preserving weight permuta-
tions with error-correction coding. We encode model identifiers using generalized Reed–
Solomon codes and map codewords to structured permutation sequences, adding redun-
dancy to improve tamper detectability and enable reliable recovery. The proposed scheme
preserves model utility while enabling efficient insertion and extraction. It strengthens
robustness against adaptive attacks, including watermark removal and forgery, without
sacrificing practicality at LLM scale.

The third part of the thesis addresses output provenance auditing through VOW, a
verifiable and oblivious text watermarking protocol. Service auditing requires verifying
that API responses originate from the claimed premium model to detect downgrading
and Service-Level Agreement (SLA) violations. Existing text watermarking schemes fall
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short of practical deployment needs in this setting. Symmetric designs often force users to
disclose sensitive plaintext for detection, compromising privacy, while publicly verifiable
approaches typically require long texts and are impractical for short outputs. To resolve
these limitations, we reformulate watermark detection as a secure two-party computation,
where the provider holds the secret key and the user holds the private text. We incorporate
a Verifiable Oblivious Pseudorandom Function (VOPRF) to enable key-dependent vocab-
ulary partitioning without revealing either party’s input. The protocol returns detection
results together with cryptographically verifiable proofs, allowing the user to verify cor-
rectness locally. With additional engineering optimizations, VOW remains practical for
short texts while offering verifiability and privacy guarantees.

The fourth part of the thesis improves constraint-aware generation by addressing en-
tropy collapse under structural constraints. Structured generation guarantees strict va-
lidity by filtering invalid tokens, but it also reshapes the generation distribution, sharply
reducing entropy and concentrating probability mass on common trajectories. As a result,
the outputs remain syntactically valid but become repetitive, harming downstream utility
in coverage-dependent applications. To mitigate this issue, we propose a history-aware
steering method that increases diversity while preserving strict validity. Our approach
monitors automaton states and transitions visited during decoding, using this trajectory
information to encourage exploration of less visited valid paths. To avoid unproductive
exploration and maintain generation quality, we incorporate loop penalties to discourage
cycling behavior, and apply a dynamic range adjustmentmechanism to calibrate guidance
strength at different stages of generation. The proposed approach improves structural cov-
erage and content diversity compared to standard structured generation while maintain-
ing practical decoding efficiency.

In summary, this thesis provides deployable techniques that jointly support IP protec-
tion and output regulation for DNNs undermodern deployment constraints. It establishes
practical mechanisms for identifying unauthorized reuse under limited API access and
robustly embedding ownership signals in large language models. It also enables privacy-
preserving verification for output provenance auditing and enforces structural constraints
without collapsing generation diversity. These contributions advance a trustworthy AI
lifecycle while preserving model utility and practical efficiency.

KEYWORDS: Deep Neural Networks, Model Reuse Identification, Model Watermarking,
Text Watermarking, Constraint-Aware Generation

V





Contents

Contents

Chapter 1 Introduction 1
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Challenges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2.1 Black-Box Reuse Identification . . . . . . . . . . . . . . . . . . . . . . . 2
1.2.2 Efficient yet Robust Model Watermarking . . . . . . . . . . . . . . . . . 3
1.2.3 Verifiable and Privacy-Preserving Provenance . . . . . . . . . . . . . . . 4
1.2.4 Constraint-Aware Generation without Entropy Collapse . . . . . . . . . 5

1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.3.1 Adversarial Example-Free Fingerprinting for Reuse Identification . . . 7
1.3.2 Error Correction-Enhanced Lightweight Model Watermarking . . . . . 8
1.3.3 Verifiable and Oblivious Text Watermarking . . . . . . . . . . . . . . . . 9
1.3.4 Automaton-Guided Diversity-Preserving Structured Generation . . . . . 10

1.4 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

Chapter 2 Preliminaries and Related Work 13
2.1 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.1.1 Deep Neural Networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
2.1.2 Transformer-based Language Models . . . . . . . . . . . . . . . . . . . . 14
2.1.3 Technical Building Blocks . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.1.4 Foundational Theories and Primitives . . . . . . . . . . . . . . . . . . . 19

2.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.2.1 Neural Network Representation Analysis . . . . . . . . . . . . . . . . . 22
2.2.2 DNNModel Watermarking . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.2.3 DNNModel Fingerprinting . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.2.4 Active DNN Copyright Protection . . . . . . . . . . . . . . . . . . . . . 24
2.2.5 Watermarking LLM-Generated Content . . . . . . . . . . . . . . . . . . 25
2.2.6 Verifiability and Privacy in Watermark Detection . . . . . . . . . . . . . 25
2.2.7 Auditing of LLM Services . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.2.8 Structured Generation for Large Language Models . . . . . . . . . . . . 26
2.2.9 Diversity Enhancement in Text Generation . . . . . . . . . . . . . . . . 27

VII



北京大学博士学位论文

Chapter 3 Neural Network Fingerprinting 29
3.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.2 Preliminary Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.2.1 Neuron Functionality . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.2.2 Insights into Reused DNNModels . . . . . . . . . . . . . . . . . . . . . 32

3.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.3.1 Test suite selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.3.2 Distance metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
3.3.3 Decision criteria . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
3.3.4 Handling Heterogeneous Reuse Cases . . . . . . . . . . . . . . . . . . . 36

3.4 Benchmark . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
3.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.5.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.5.2 Detection Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.5.3 Application Scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.5.4 Ablation Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
3.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

Chapter 4 Large Language Model Watermarking 55
4.1 Threat Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
4.2 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
4.3 Weight Permutation Watermarking . . . . . . . . . . . . . . . . . . . . . . . 57
4.3.1 Permutation Insertion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
4.3.2 Permutation Extraction . . . . . . . . . . . . . . . . . . . . . . . . . . . 59
4.3.3 Considerations for Potential Attacks . . . . . . . . . . . . . . . . . . . . 62

4.4 Robustness Enhancement via Error Correction . . . . . . . . . . . . . . . . . 64
4.4.1 Permutation Mapping . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
4.4.2 Error Correction Code Setting . . . . . . . . . . . . . . . . . . . . . . . . 67
4.4.3 Robust Permutation Extraction . . . . . . . . . . . . . . . . . . . . . . . 69
4.4.4 Comparison with Vanilla FIT-Based Method . . . . . . . . . . . . . . . 71

4.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.5.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.5.2 Model Utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

VIII



Contents

4.5.3 Probability of Failing to Detect Corruption . . . . . . . . . . . . . . . . . 75
4.5.4 Robustness . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
4.5.5 Efficiency . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
4.7 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

Chapter 5 Large Language Model Text Watermarking 85
5.1 Threat Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85
5.1.1 Text Watermarking Framework . . . . . . . . . . . . . . . . . . . . . . . 85
5.1.2 Threat 1: Malicious Provider . . . . . . . . . . . . . . . . . . . . . . . . 86
5.1.3 Threat 2: Malicious User . . . . . . . . . . . . . . . . . . . . . . . . . . 87

5.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
5.2.1 The Green-Red Watermarking Scheme . . . . . . . . . . . . . . . . . . . 88
5.2.2 Our Watermarking Protocol: VOW . . . . . . . . . . . . . . . . . . . . . 88
5.2.3 Design Rationale . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90
5.2.4 Practical Optimizations . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

5.3 Security Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94
5.3.1 Verifiability and Privacy . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
5.3.2 Unforgeability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
5.3.3 Robustness against Removal Attacks . . . . . . . . . . . . . . . . . . . . 97

5.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.4.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.4.2 Detectability vs. Quality . . . . . . . . . . . . . . . . . . . . . . . . . . . 99
5.4.3 Robustness Against Removal Attacks . . . . . . . . . . . . . . . . . . . . 102
5.4.4 Efficiency and Overhead . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
5.4.5 Empirical Unforgeability Analysis . . . . . . . . . . . . . . . . . . . . . 108
5.4.6 Key Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

5.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

Chapter 6 Diverse Structured Generation 113
6.1 Preliminary Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
6.1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
6.1.2 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
6.1.3 Diversity Metrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114
6.1.4 Results and Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

IX



北京大学博士学位论文

6.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117
6.2.1 Encouraging Exploration . . . . . . . . . . . . . . . . . . . . . . . . . . 118
6.2.2 Avoiding Local Optima . . . . . . . . . . . . . . . . . . . . . . . . . . . 119
6.2.3 Adaptive Scaling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

6.3 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
6.3.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120
6.3.2 Performance Comparison . . . . . . . . . . . . . . . . . . . . . . . . . . 121
6.3.3 Ablation Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
6.3.4 Case Study: Test Case Generation . . . . . . . . . . . . . . . . . . . . . . 124

6.4 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

Chapter 7 Conclusion and Future Work 129
7.1 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129
7.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

References 133

Appendix A Security and Cost Analysis 147

Appendix B Additional Experiments and Analyses 149
B.1 Foundational Validation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149
B.2 Detection Reliability Evaluation of UPV . . . . . . . . . . . . . . . . . . . . . 151
B.3 Communication Overhead of Verifiable Watermarking . . . . . . . . . . . . 151
B.4 Examples of Watermarked Text . . . . . . . . . . . . . . . . . . . . . . . . . 152
B.5 Why KGW Fails on Paraphrasing Attacks . . . . . . . . . . . . . . . . . . . . 158
B.6 Impact of Watermarking Parameters on Generation Speed . . . . . . . . . . 159

Appendix C Implementation Details and Configurations 161
C.1 Settings of Model Modification Techniques . . . . . . . . . . . . . . . . . . . 161
C.2 Watermarking Parameter Selection . . . . . . . . . . . . . . . . . . . . . . . 162
C.3 Data Preparation Details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164
C.4 Regex Expressions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165

攻读博士期间发表的论文及其他成果 169

致谢 173

X



List of Tables

List of Tables

3.1 Reuse Zoo benchmark models . . . . . . . . . . . . . . . . . . . . . . . . . 39
3.2 NFARD black-box results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.3 NFARD white-box results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42
3.4 Black-box baseline comparison . . . . . . . . . . . . . . . . . . . . . . . . . 44
3.5 White-box baseline comparison . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.6 ModelReuse baseline comparison . . . . . . . . . . . . . . . . . . . . . . . 45
3.7 NFARD application scope . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
3.8 Test suite generation time . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
3.9 Logarithm ablation results . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

4.1 Permutation watermark settings . . . . . . . . . . . . . . . . . . . . . . . . 72
4.2 Adversarial sampling strategies . . . . . . . . . . . . . . . . . . . . . . . . . 72
4.3 Baseline model utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.4 Proposed method utility . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
4.5 Robustness to model modifications . . . . . . . . . . . . . . . . . . . . . . . 76
4.6 Watermark forgery simulation . . . . . . . . . . . . . . . . . . . . . . . . . 79
4.7 Proposed method time cost . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
4.8 FIT time cost . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

5.1 Downstream task performance . . . . . . . . . . . . . . . . . . . . . . . . . 102
5.2 Attack similarity scores . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103
5.3 Runtime overhead . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107
5.4 Qualitative watermarking comparison . . . . . . . . . . . . . . . . . . . . . 109

6.1 Preliminary diversity results . . . . . . . . . . . . . . . . . . . . . . . . . . 115
6.2 Structural diversity results . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
6.3 Content diversity results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
6.4 Generation throughput . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122
6.5 Structural diversity at temperature 1.5 . . . . . . . . . . . . . . . . . . . . . 123
6.6 Content diversity at temperature 1.5 . . . . . . . . . . . . . . . . . . . . . . 123
6.7 Perplexity under bomb constraints . . . . . . . . . . . . . . . . . . . . . . . 123

XI



北京大学博士学位论文

6.8 Component ablation study . . . . . . . . . . . . . . . . . . . . . . . . . . . 124
6.9 Test coverage results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

B.1 UPV detection reliability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150
B.2 Watermarked text example 1 . . . . . . . . . . . . . . . . . . . . . . . . . . 152
B.3 Watermarked text example 2 . . . . . . . . . . . . . . . . . . . . . . . . . . 154
B.4 Watermarked text example 3 . . . . . . . . . . . . . . . . . . . . . . . . . . 155
B.5 Watermarked text example 4 . . . . . . . . . . . . . . . . . . . . . . . . . . 157

C.1 Fine-tuned watermarked models . . . . . . . . . . . . . . . . . . . . . . . . 161

XII



List of Figures

List of Figures

1.1 Thesis contribution roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . 7

3.1 Victim-suspect distance metrics . . . . . . . . . . . . . . . . . . . . . . . . 33
3.2 Linear transformation illustration . . . . . . . . . . . . . . . . . . . . . . . 37
3.3 NFARD ROC curves . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.4 Layer-depth distance metrics . . . . . . . . . . . . . . . . . . . . . . . . . . 49
3.5 Test suite size ablation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.1 Permutation watermarking overview . . . . . . . . . . . . . . . . . . . . . . 56
4.2 Corruption detection failure probability . . . . . . . . . . . . . . . . . . . . 75

5.1 TPR by text length . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
5.2 Calibration of p-values . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101
5.3 Detectability-quality trade-off . . . . . . . . . . . . . . . . . . . . . . . . . . 101
5.4 Robustness under removal attacks . . . . . . . . . . . . . . . . . . . . . . . 104
5.5 P-values after paraphrasing . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

B.1 Pseudorandomness validation . . . . . . . . . . . . . . . . . . . . . . . . . 149
B.2 False positive rate validation . . . . . . . . . . . . . . . . . . . . . . . . . . 150
B.3 VOW communication overhead . . . . . . . . . . . . . . . . . . . . . . . . 151
B.4 VOW throughput by parameters . . . . . . . . . . . . . . . . . . . . . . . . 159
B.5 Adaptive sampling cost . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

C.1 Watermark parameter trade-off . . . . . . . . . . . . . . . . . . . . . . . . . 163

XIII





攻读博士期间发表的论文及其他成果

攻读博士期间发表的论文及其他成果

个人简介

栾晓坤，男，2017年 9月至 2021年 6月就读于北京大学数学科学学院，获得信息
与计算科学学士学位，2021年 9月至 2026年 6月于北京大学数学科学学院攻读博士学
位，研究方向为程序理论、软件形式化方法。

已发表及录用论文

[1] Xiaokun Luan, Xiyue Zhang, Jingyi Wang, Meng Sun. “Protecting Deep Learning
Model Copyrights With Adversarial Example-Free Reuse Detection,” IEEE Transac-
tions on Neural Networks and Learning Systems (TNNLS), vol. 36, no. 10, pp. 19187–
19199, 2025.

[2] Xiaokun Luan, Zeming Wei, Yihao Zhang, Meng Sun. “Robust and Efficient Water-
marking of Large Language Models Using Error Correction Codes,” Proceedings on
Privacy Enhancing Technologies (PoPETs), vol. 2025, no. 4, pp. 183–200, 2025.

[3] Xiaokun Luan, Zeming Wei, Yihao Zhang, Meng Sun. “Automata-Based Steering of
Large Language Models for Diverse Structured Generation,” Proceedings of the 26th
International Conference on Formal Engineering Methods (ICFEM), pp. 22–41, 2025.
(Best Paper Award)

[4] Xiaokun Luan, David Sanan, Zhe Hou, Qiyuan Xu, Chengwei Liu, Yufan Cai, Yang
Liu, Meng Sun. “Why the Proof Fails in Different Versions of Theorem Provers: An
Empirical Study of Compatibility Issues in Isabelle,” Proceedings of the ACM on Soft-
ware Engineering (PACMSE), vol. 2, no. FSE, pp. 1499–1521, 2025. (ACM Distin-
guished Paper Award)

[5] Xiaokun Luan, Yihao Zhang, Meng Sun. “MedTiny Code Generation for Enhanc-
ing RegLang Smart Contract Reliability,” Proceedings of the 40th ACM/SIGAPP Sym-
posium on Applied Computing (SAC), pp. 1666–1673, 2025.

[6] XiaokunLuan, Meng Sun. “Modeling andVerification of CKBConsensus Protocol in
Coq,” Proceedings of the 2021 IEEE 21st International Conference on Software Quality,
Reliability and Security Companion (QRS-C), pp. 660–667, 2021.

169



北京大学博士学位论文

[7] XiaokunLuan, Xiyue Zhang,Meng Sun. “Using LSTM to Predict Tactics in Coq,” Pro-
ceedings of the 33rd International Conference on Software Engineering and Knowledge
Engineering (SEKE), pp. 132–137, 2021.

[8] Qiyuan Xu, Xiaokun Luan, Renxi Wang, Joshua Ong Jun Leang, Peixin Wang, Hao-
nan Li,Wenda Li, ConradWatt. “Neural TheoremProving for VerificationConditions:
A Real-World Benchmark,” Proceedings of the Fourteenth International Conference on
Learning Representations (ICLR), 2026.

[9] Xinyi Zheng, Ningke Li, Xiaokun Luan, Kailong Wang, Ling Shi, Meng Sun, Haoyu
Wang. “Beyond Correctness: Exposing LLM-generated Logical Flaws in Reasoning
via Multi-step Automated Theorem Proving,” Proceedings of the 48th International
Conference on Software Engineering (ICSE), 2026.

[10] Nianyun Song, Xiaokun Luan, Yu Guo, Rongfang Bie, Meng Sun, Xiyue Zhang.
“Privacy-Preserving Robustness Verification for Neural Networks,” Conference on Un-
certainty in Artificial Intelligence (UAI), 2026. (Poster)

[11] Qiyuan Xu, David Sanan, Zhe Hou, Xiaokun Luan, Conrad Watt, Yang Liu. “Generi-
callyAutomating Separation Logic by Functors, Homomorphisms, andModules,” Pro-
ceedings of the ACM on Programming Languages (PACMPL), vol. 9, no. POPL, pp.
1992–2024, 2025.

[12] Yufan Cai, Zhe Hou, David Sanan, Xiaokun Luan, Yun Lin, Jun Sun, Jin Song Dong.
“Automated ProgramRefinement: Guide andVerifyCodeLarge LanguageModelwith
Refinement Calculus,” Proceedings of theACMonProgramming Languages (PACMPL),
vol. 9, no. POPL, pp. 2057–2089, 2025.

[13] Yedi Zhang, Yufan Cai, Xinyue Zuo, Xiaokun Luan, Kailong Wang, Zhe Hou, Yi-
fan Zhang, Zhiyuan Wei, Meng Sun, Jun Sun, Jing Sun, Jin Song Dong. “Position:
Trustworthy AI Agents Require the Integration of Large Language Models and For-
mal Methods,” Proceedings of the 42nd International Conference on Machine Learning
(ICML), 2025. (Position Paper)

[14] Weidi Sun, Yuteng Lu, Xiaokun Luan, Meng Sun. “HeatC: A Variable-Grained Cov-
erage Criterion for Deep Learning Systems,” Proceedings of the International Sympo-
sium on Dependable Software Engineering: Theories, Tools, and Applications (SETTA),
pp. 243–261, 2023.

[15] Xiangyu Li, Yihao Zhang, Xiaokun Luan, Xiaoyong Xue, Meng Sun. “MedTiny: En-
hanced Mediator Modeling Language for Scalable Parallel Algorithms,” Proceedings

170



攻读博士期间发表的论文及其他成果

of the 2023 IEEE 23rd International Conference on Software Quality, Reliability, and
Security Companion (QRS-C), pp. 451–460, 2023.

已投稿论文

[1] XiaokunLuan, Yihao Zhang, Pengcheng Su, Feiran Lei, Meng Sun. “VOW:Verifiable
and Oblivious Watermark Detection for Large Language Models,” Manuscript under
review.

[2] Zhixin Zhang, Shaobo Zhang, ChengcanWu,XiaokunLuan, ZemingWei, Meng Sun.
“Beyond Translation: A Decomposed Collaborative Reasoning Framework Harness-
ing LLMs and Symbolic Solvers,” Manuscript under review.

[3] Zeming Wei, Yihao Zhang, Meng Sun, Chengcan Wu, Xiaokun Luan. “ConCert:
Context-Adaptive Certified Safety Guardrails for LLMs,” Manuscript under review.

[4] Rui Wang, Zeming Wei, Yihao Zhang, Xiaokun Luan, Meng Sun. “Symbolic-Neural
Soft-Logic Reasoning: Towards Robust and Verifiable Thinking Chains via Coopera-
tive Evolution,” Manuscript under review.

[5] Zhixin Zhang, Shaobo Zhang, Chengcan Wu, Zeming Wei, Xiaokun Luan, Meng
Sun. “Absorber LLM:Harnessing Causal Synchronization to Internalize Contexts into
Transformer Parameters,” Manuscript under review.

获奖情况

1. 2025年 11月. ICFEM 2025 Best Paper Award (最佳论文奖)
2. 2025年 10月. 优秀科研奖
3. 2025年 10月. 比亚迪奖学金
4. 2025年 6月. FSE 2025 ACM Distinguished Paper Award (杰出论文奖)
5. 2025年 6月. 北京大学校长奖学金
6. 2023年 10月. 庄圻泰奖学金
7. 2022年 10月. 优秀科研奖
8. 2022年 10月. 庄圻泰奖学金
9. 2022年 6月. 北京大学校长奖学金
10. 2021年 9月. 北京大学校长奖学金

171



北京大学博士学位论文

参与项目

1. 2026 – 2029,大模型驱动智能体的安全保障
2. 2026 – 2028,基于余代数理论的人机物融合智能化软件系统形式化建模、验证与
测试

3. 2022 – 2025,双层一体安全高性能区块链智能合约语言关键技术研究
4. 2022 – 2025,深度学习系统的可信性保障
5. 2022 – 2023,基于Mediator的面向协议建模语言设计及工具实现
6. 2021 – 2022,大规模深度学习系统形式化建模与验证
7. 2020 – 2021,基于深度学习的智能化定理证明

172



致谢

致谢

时间如白驹过隙，转眼间这已是我在燕园的第九个年头。回顾读博的这几年，经历

过许多坎坷，也收获了许多成长。一路走来，有幸遇见许多良师益友。谨借此机会，向

曾经给予我指导与帮助的老师、同学、亲友表达最真挚的感谢。

首先，我衷心感谢我的导师孙猛教授。初识孙老师是在本科时的数据结构课堂上，

出于好奇参加了几次讨论班，而后开始本科生科研。难以忘记孙老师的谆谆教诲与悉

心指导，我们并排而坐，他一边逐行修改论文手稿的源码，一边耐心讲解，细致入微，甚

至精细到用不同命令调整 LaTeX文档中的空白间距。孙老师这种细心严谨的态度，是
我科研道路上学习的榜样。孙老师在科研、工作、生活等各方面都给予我关怀，每一

次在办公室与他促膝长谈，我都收获良多，或是对科研工作有了新的想法，或是重拾

信心，或是对未来规划有了新的思考，不一而足。这份言传身教，我将始终铭记于心，

并在往后的学习与工作中努力践行。亦愿自己不负师恩，不负所学。

我也要感谢所有给予我指导、与我合作的老师。在新加坡南洋理工大学交流学习

期间，我得到了刘杨老师、David Sanán、侯哲老师的指导与帮助，拓宽了研究视野，使
我能够更顺利地开展研究工作。攻读博士期间的第一份研究工作得到了王竟亦老师的

悉心指导与帮助，反复打磨，历时两年多方得以发表，这段宝贵的经历令我受益匪浅。

感谢王凯龙老师在多次合作中给予的支持与帮助，每一次讨论都高效而聚焦，令人深

受启发。

我还要感谢所有曾在课堂、讨论班上为我讲授知识并给予指导的老师：北京大学

数学科学学院的夏壁灿老师、牟克典老师、杨建生老师、马尽文老师、杨超老师、甘锐

老师、董彬老师，以及北京大学信息科学技术学院的林宙辰老师、王捍贫老师、陈钟

老师、熊英飞老师、胡振江老师。他们的课程让我领略到不同学科领域的魅力，也为

我的研究工作奠定了坚实的基础。

我要感谢所有与我合作、讨论交流的同学。感谢李屹博士和张喜悦博士在我初入

科研时的耐心指导，让我对踏实的科研工作有了切身体会。感谢卢煜腾博士、孙纬地博

士、薛骁勇博士、卜昊博士在神经网络测试与验证方面的合作与探讨，帮助我更加深

入地了解前沿研究现状，拓宽了研究视野。感谢曾与我进行过讨论交流的李翔宇、徐

紫云、邵凯诚、林与心、张益豪、魏泽明同学。也特别感谢张益豪同学，在新加坡交流

期间，我们几乎每个周末相约吃饭，聊科研也聊生活，这段日常而踏实的相伴是一段

难忘的经历。此外，我还要感谢刘承威博士、胡铭博士、吴修衡博士、楼潇轩博士、陈

康杰博士、李恬霖博士、谢意博士、蔡雨凡博士、赵时迁同学、徐启源同学，他们在我

173



北京大学博士学位论文

于新加坡南洋理工大学交流期间，在科研与生活方面给予我支持与慰藉。

特别感谢我的家人。父母和姐姐的理解、支持使我能够更从容、也更自由地选择自

己的人生轨迹。多年的求学与科研并非总是明确而顺遂，而他们始终以信任与包容陪

伴我。

最后，感谢所有在我求学与科研道路上曾给予帮助与关怀的人。你们的善意与陪

伴，使这段并不总是轻松的旅程多了许多温暖与亮色，而我也将带着这份珍贵的记忆，

继续前行。

174


	封面
	摘要
	ABSTRACT
	Contents
	Chapter 1  Introduction
	1.1 Background
	1.2 Challenges
	1.2.1 Black-Box Reuse Identification
	1.2.2 Efficient yet Robust Model Watermarking
	1.2.3 Verifiable and Privacy-Preserving Provenance
	1.2.4 Constraint-Aware Generation without Entropy Collapse

	1.3 Contributions
	1.3.1 Adversarial Example-Free Fingerprinting for Reuse Identification
	1.3.2 Error Correction-Enhanced Lightweight Model Watermarking
	1.3.3 Verifiable and Oblivious Text Watermarking
	1.3.4 Automaton-Guided Diversity-Preserving Structured Generation

	1.4 Thesis Outline

	Chapter 2  Preliminaries and Related Work
	2.1 Preliminaries
	2.1.1 Deep Neural Networks
	2.1.2 Transformer-based Language Models
	2.1.2.1 The core Transformer block
	2.1.2.2 Modern architectural enhancements
	2.1.2.3 Language modeling head

	2.1.3 Technical Building Blocks
	2.1.3.1 Function invariant transformations of Transformers
	2.1.3.2 Structured generation

	2.1.4 Foundational Theories and Primitives
	2.1.4.1 Deterministic finite automata
	2.1.4.2 Generalized Reed–Solomon codes
	2.1.4.3 Verifiable oblivious pseudorandom function


	2.2 Related Work
	2.2.1 Neural Network Representation Analysis
	2.2.2 DNN Model Watermarking
	2.2.3 DNN Model Fingerprinting
	2.2.4 Active DNN Copyright Protection
	2.2.5 Watermarking LLM-Generated Content
	2.2.6 Verifiability and Privacy in Watermark Detection
	2.2.7 Auditing of LLM Services
	2.2.8 Structured Generation for Large Language Models
	2.2.9 Diversity Enhancement in Text Generation


	Chapter 3  Neural Network Fingerprinting
	3.1 Problem Formulation
	3.2 Preliminary Study
	3.2.1 Neuron Functionality
	3.2.2 Insights into Reused DNN Models

	3.3 Methodology
	3.3.1 Test suite selection
	3.3.2 Distance metrics
	3.3.3 Decision criteria
	3.3.4 Handling Heterogeneous Reuse Cases

	3.4 Benchmark
	3.5 Evaluation
	3.5.1 Experimental Setup
	3.5.2 Detection Performance
	3.5.2.1 Benchmark evaluation result
	3.5.2.2 Comparison with baselines

	3.5.3 Application Scope
	3.5.3.1 Model access
	3.5.3.2 Scalability
	3.5.3.3 Data label

	3.5.4 Ablation Study
	3.5.4.1 Logarithm approximation and distance metrics
	3.5.4.2 Decision parameter
	3.5.4.3 Target layer
	3.5.4.4 Test suite size


	3.6 Discussion
	3.7 Summary

	Chapter 4  Large Language Model Watermarking
	4.1 Threat Model
	4.2 Overview
	4.3 Weight Permutation Watermarking
	4.3.1 Permutation Insertion
	4.3.1.1 Embedding dimension
	4.3.1.2 Intermediate dimension
	4.3.1.3 Attention heads
	4.3.1.4 Hidden dimension

	4.3.2 Permutation Extraction
	4.3.3 Considerations for Potential Attacks

	4.4 Robustness Enhancement via Error Correction
	4.4.1 Permutation Mapping
	4.4.2 Error Correction Code Setting
	4.4.3 Robust Permutation Extraction
	4.4.4 Comparison with Vanilla FIT-Based Method

	4.5 Evaluation
	4.5.1 Experimental Setup
	4.5.2 Model Utility
	4.5.2.1 Utility metrics
	4.5.2.2 Results

	4.5.3 Probability of Failing to Detect Corruption
	4.5.3.1 Estimation method
	4.5.3.2 Results

	4.5.4 Robustness
	4.5.4.1 Model modifications
	4.5.4.2 Watermark obfuscation via functional invariant transformations
	4.5.4.3 Watermark removal and forgery

	4.5.5 Efficiency

	4.6 Discussion
	4.7 Summary

	Chapter 5  Large Language Model Text Watermarking
	5.1 Threat Model
	5.1.1 Text Watermarking Framework
	5.1.2 Threat 1: Malicious Provider
	5.1.3 Threat 2: Malicious User

	5.2 Methodology
	5.2.1 The Green-Red Watermarking Scheme
	5.2.2 Our Watermarking Protocol: VOW
	5.2.2.1 Setup phase
	5.2.2.2 Watermark insertion
	5.2.2.3 Watermark detection

	5.2.3 Design Rationale
	5.2.4 Practical Optimizations
	5.2.4.1 Efficient and unbiased sampling
	5.2.4.2 Efficient watermark detection


	5.3 Security Analysis
	5.3.1 Verifiability and Privacy
	5.3.2 Unforgeability
	5.3.3 Robustness against Removal Attacks

	5.4 Evaluation
	5.4.1 Experimental Setup
	5.4.2 Detectability vs. Quality
	5.4.2.1 Detectability on short texts
	5.4.2.2 The quality-detectability trade-off
	5.4.2.3 Utility on downstream tasks

	5.4.3 Robustness Against Removal Attacks
	5.4.3.1 Evaluation metrics and data preparation
	5.4.3.2 Attack model
	5.4.3.3 Results

	5.4.4 Efficiency and Overhead
	5.4.4.1 Computational overhead
	5.4.4.2 Communication overhead

	5.4.5 Empirical Unforgeability Analysis
	5.4.6 Key Takeaways

	5.5 Summary

	Chapter 6  Diverse Structured Generation
	6.1 Preliminary Study
	6.1.1 Motivation
	6.1.2 Experimental Setup
	6.1.3 Diversity Metrics
	6.1.4 Results and Analysis

	6.2 Methodology
	6.2.1 Encouraging Exploration
	6.2.2 Avoiding Local Optima
	6.2.3 Adaptive Scaling

	6.3 Evaluation
	6.3.1 Experimental Setup
	6.3.2 Performance Comparison
	6.3.3 Ablation Studies
	6.3.4 Case Study: Test Case Generation

	6.4 Summary

	Chapter 7  Conclusion and Future Work
	7.1 Conclusion
	7.2 Future Work

	References
	Appendix A  Security and Cost Analysis
	Appendix B  Additional Experiments and Analyses
	B.1 Foundational Validation
	B.2 Detection Reliability Evaluation of UPV
	B.3 Communication Overhead of Verifiable Watermarking
	B.4 Examples of Watermarked Text
	B.5 Why KGW Fails on Paraphrasing Attacks
	B.6 Impact of Watermarking Parameters on Generation Speed

	Appendix C  Implementation Details and Configurations
	C.1 Settings of Model Modification Techniques
	C.2 Watermarking Parameter Selection
	C.3 Data Preparation Details
	C.4 Regex Expressions

	攻读博士期间发表的论文及其他成果
	致谢



